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I. Summary of Recommendations 

The Workshop on Strategic Research Directions in AI (June 26-27, 2003), was charged by AFRL/AFOSR with examining artificial intelligence (AI) technologies necessary for information dominance in Air Force operations, and developing recommendations for research directions in AI necessary to meet those needs.  Recommendations for funding in a number of specific technical areas were produced and are detailed in this report.  The major themes that emerge from the specific recommendations are as follows: 


1.  AI components that are self-sufficient, but responsive:  Many of the recommendations were for research to reduce the manual effort (modeling domains, cleaning inputs, labeling data, encoding domain knowledge, simplifying tasks) currently necessary before an AI program can even start running.  Conversely, other recommendations were for ways to make AI software more responsive to task needs, dynamic contexts, new data, and human guidance once the program is in use.  AI components should be partners with their users, rather than hothouse plants to be tended.


2.  Learning and reasoning on information in its full complexity:  Machine learning is crucial in many advanced information processing tasks, but work in machine learning has largely emphasized the learning of simple vector-to-prediction mappings on clean data.  Work in knowledge representation and reasoning has been broader, but still rarely dealing with natural data in its full complexity.  Research is needed on techniques for dealing with partial, noisy, dynamic, sometimes deceitful data sources with complex and inconsistent structures under restrictions imposed by privacy and security. 


3.  Designing for complex multi-agent systems:  Any individual information system is just one agent in a complex environment of human and automated systems.  While reducing the need for a single component to accomplish all tasks necessary for a goal, a great deal remains to be learned about how to distribute tasks among components and personnel, manage communications and coordination, exploit fault-tolerance and decentralization, and achieve desired emergent properties. 


4.  Data sets and software resources to support AI research:  The increasing complexity of the necessary technology means that research progress will depend to an ever-increasing degree on the availability of data sets, testbeds, and other resources that jointly provide a simulated real world context in which algorithms and engineering strategies can be meaningfully evaluated and compared.

These high level themes are refined in detail in the rest of the report. 

II. Introduction and Background

This document reports recommendations for research directions in AI originating from the Workshop on Strategic Research Directions in AI: Knowledge Representation, Discovery, and Integration held June 26-27, 2003 at Cornell University's Intelligent Information Systems Institute

(IISI).

II.A. Overview of Workshop

The goal of the workshop was to provide direction for the research program in artificial intelligence (AI) of the Information Directorate of the Air Force Research Laboratory (IF/AFRL).  Attendees included researchers from a range of areas of AI, as well as representatives of AFRL, AFOSR, and other agencies with AI-related programs.

Panels of researchers made brief presentations on hot topics and major research challenges in their areas of interest, followed by group discussion.  The remainder of the workshop was devoted to discussions among all attendees, and among working subgroups, to summarize important research directions and put them in the context of Air Force needs. 

The workshop was organized under the auspices of the Intelligent Information Systems Institute (IISI) at Cornell.  The IISI is an inter-disciplinary research institute focused on computational and data-intensive methods in AI, funded by AFRL/AFOSR and others.

II.B. Structure of Report

Presentations and discussions at the workshop were grouped according to overlapping levels of the information flow diagram shown in Figure 1.  Overlapping levels were used to facilitate information sharing among researchers in distinct but closely coupled areas.  

We structure this report in the same fashion, covering important research directions in Data & Information, Information & Knowledge, and Knowledge & Understanding.  We then discuss data sets and testbeds in a separate section, as these infrastructure support issues are applicable to research in all areas.   

The content of the report inevitably reflects the areas of experience of the workshop attendees.  For instance, when talking about data sources we emphasize text and images, since the workshop had more strength in those areas than in, say, radar or speech processing.  Similarly, attendees had more expertise in AI-style planning with discrete and logical representations than with continuous control systems.  We hope, however, to have explicated fundamental research directions applicable across a wide range of specific technologies. 
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Figure 1. Information Understanding Vision.  Adapted from a diagram by Craig Anken (26-June-2003 workshop presentation).
III. Interpretation: From Data to Information 

By data we mean sensor outputs, message traffic (both internal and external), streams of text documents, measured internal states of systems, and other initial representations as they first become manifest in an organization's systems.  Raw data is rarely in a form convenient for use in making inferences, establishing links and relationships between items, making actions conditional on data values, or even human comprehension.  We refer to interpretation as the process of converting that data to a form ready for further use.  This corresponds roughly to moving from the "Data" to "Information" level in Figure 1.

Two major facets of interpretation are canonicalization and condensation.  Canonicalization techniques attempt to overcome the many-to-many mapping between data values and their meaning.  In text data, for instance, one faces ambiguity (a word or expression having multiple possible meanings), synonymy (several different words or expressions might be used to express the same meaning), inconsistency in compositional semantics (the meaning of a complex expression does not always have a simple relation to the meaning of its parts), and the general richness of language (where a multitude of different expressions with related but slightly varying meanings are possible and are used).  Analogous problems occur to varying degrees for all forms of data. 

The goal of canonicalization technologies is that data items with similar meaning (from the standpoint of a given task environment) have similar representations.  Examples of canonicalization include most forms of semantic analysis of text (information extraction, word sense disambiguation, text categorization, etc.), speech recognition, and many forms of image processing.  Canonicalization may be done in advance of other uses of the data, or interleaved with it.

Condensation is formally simpler than canonicalization, but just as important and difficult.  Raw data is often massive in scale, and most of it is irrelevant to any given task, costing computing, storage, and communication resources.  Despite the growth in these resources, the growth in data volume is greater, and the problem is compounded by the overhead imposed by measures to deal with uncertainty, pedigree, security, and other issues.  Not surprisingly, the volume of data can overwhelm human users as well as automated systems.  

Thus the other major aspect of transforming data to information is condensation, re-representing the data in a form which is more compact, but preserves the content necessary to perform tasks.   Examples of condensation technologies include information extraction (mapping from text to database records), information retrieval (finding the subset of documents relevant to a particular task), speech recognition (converting signal data to audio features or textual output), and image processing (converting pixel data to compact image features and object identifications).  Many technologies involve both canonicalization and condensation.  

Condensation should not necessarily seek the smallest/shortest representation.  Instead, the best condensation is dependent on the types of tasks for which the condensed data is expected to be used.  Condensation must strike the right tradeoff between compactness of representation and accuracy and computational cost of subsequent processing.  Caching pre-computed results, for instance, can be an appropriate space-vs.-time tradeoff.  More subtly, reasoning algorithms may be more efficient on representations that are not maximally concise. 

The topic of machine learning is intimately tied up with the topic of interpretation.  Mappings from data to information are often more easily induced from examples than constructed manually.   This approach has led to striking successes in a range of fields, but from another standpoint has been quite limited in its scope.  The vast majority of machine learning research to date has focused on data sets in vector form, produced using considerable human effort to clean the data and label it with desired outputs, and producing simple rules outputting scalar or vector outputs.   Considerable work has been done on unsupervised learning (i.e. without human labeling of targets) but much of this work has gone on in isolation from any clear sense of how it could be applied to information processing tasks. 

However, with the structurally complex and diverse data sources now available, and the wide range of processes that may consume interpretations, past approaches are inadequate.  We now outline some of the areas in which progress is needed. 

III.A. Priority Areas for Future Research

1. Learning with less human labeling  

Issues: Supervised learning from smaller labeled data sets.  Learning approaches that effectively combine labeled data, unlabeled or indirectly/partially labeled data, and domain knowledge.  Taking advantage of redundancy in natural data sources.  New constrained classes of models.

2. Learning with less human cleanup 

Issues:  Reducing time (currently 70-90+% of the effort in machine learning) required to put raw data in a form suitable for learning.  Exploiting regularities in data for automatic data formatting, attribute extraction, and error correction.   

3. Learning with more human guidance 

Issues: Allowing user specification of search space for learning, properties of learned models, etc.  Learning with textual and other easily available specifications of domain knowledge.  Automatic determination of where human guidance would be most useful in learning a model or generating an interpretation.  

4. Beyond vector-oriented learning 

Issues: More complex and heterogeneous data as inputs to and outputs from learned models.   Data types include video, geospatial data, hierarchies, networks, expressions in knowledge representation languages, sequences, computational states, and temporally and causally structured data.  Common theoretical frameworks for learning with diversely structured data.  Combining strengths of generative and discriminative approaches.

5. Trustworthy Interpretation

Issues:  Explaining how interpretations (e.g. retrieved documents, assigned categories, semantic analysis, recognized objects in image) were produced and how confident one can be in them.  Accurate estimates of probability of correct interpretation.  Knowing when you don’t know, and knowing what it would make a difference to know.  Compact representations of multiple possible interpretations.  Communicating pedigree/reliability of data to systems that consume interpretations.  Extracting and representing non-factual material (opinions, perspectives, hypotheticals, etc.) in information extraction, text classification, and other text processing tasks. 

6. Getting More from Rich Data Sources 

Issues: Extracting more of the richness of data sources.  Image representations/features that support multiple tasks and abstract away from lighting differences.  Deep semantic interpretations of text.  Extracting causal information and domain facts from text.  Context-sensitive question answering and summarization. Retrieval in response to complex search criteria and rich user profiles.  Identifying appropriate unit of retrieval in hyperlinked documents. Extending text classification to faceted indexing and richer metadata generation.

7. Top-down guidance in interpretation 

Issues:  Producing interpretations that better support downstream processing (e.g. linking, database filling, reasoning, decision making).  Real-time adaptation of the interpretation process to higher level goals.  

8. Modularity & composition of learned models and learning systems 

Issues: Portfolios of learned models for different purposes.  Use of ensembles to produce and communicate uncertainty and pedigree of outputs.  Assigning learning problems to appropriate learner. 

9. Modularity & composition of interpretation systems 

Issues: Reusable NLP components at levels beyond syntactic analysis.  NLP output as input to IR (retrieval, classification,...).  Use of IR techniques in annotating images with linguistic features.  (There are many other examples.)

10. Scalability 

Issues:  Scaling interpretation technologies to massive volumes of text (e.g. all web pages, all intelligence traffic).  “Anytime” interpretations.  Distributed implementations.  Real-time learning and data mining.

11. Model Lifecycle 

Issues:  Adapting learned models and trained interpretation systems to changes in context.   Tracking changing user interests.  Detecting when retraining or human intervention is necessary.  Tools for visualizing and manipulating learned models / structure of interpretation systems. 

IV. Synthesis: From Information to Knowledge 

Interpretation converts raw items of data about the world into stored information in a form suitable for further processing.  But single data items, and even single sources of information, themselves are rarely sufficient as a basis for drawing conclusions or choosing actions. Instead, information from multiple sources must be combined and represented in a common form suitable for subsequent processing.

Techniques for representing and combining information are of course fundamental notions of computer science.  Three very different examples are: 

1. Filter architectures: Producing a representation of a data item in terms of meaningful classes can be used to control what other actions should be taken on that item.  A text categorization system, for instance, can be used to assign topical categories to each document in an input stream.  An information extraction system can then choose to run only on documents belonging to particular topics, extracting topic-specific structured records from them.  

2. Database joins: Two database tables are combined, producing records giving attributes from both tables for selected entities.

3. Data mining: Machine learning and statistical procedures play an important role not only in converting raw data to computer-tractable information, but also in combining that information

to produce new information.   Here the interest is less in using the learned model to generate outputs, and more in what the model itself tells us about relationships in the data.   Most, though not all, work in data mining has focused on detecting relationships among attributes in relational databases. 

However, traditional modes of representation and combination are inadequate in the operational environment of the future.  Consider how the three traditional approaches just mentioned can break down:  

Filter architectures:  A filtering approach assumes that each document is a standalone record that be considered in isolation from all others.  But a document, if such a distinct entity can even be identified, may be just a node in a large structured object, and have links to nontextual information as well.  This linked information may be important in subsequent processing of the document, but passing all such linked information along for every document may be impractically inefficient.   

Database Joins: Classic database joins assume that the two tables share a common semantic model and common attributes to join on.  This and other basic assumptions of traditional databases are routinely violated in operational data:


( The information sources typically are produced by different parties with no common framework for semantic modeling. 


( The information sources may be of heterogeneous structure: a table of records, a directory of text documents, a satellite image, a semantic network, a simulation engine or expert system that can generate information but does not precompute all results, etc.


( Common identifiers, if present at all, may have heterogeneous structure produced without enforcement of canonical form (e.g. “IBM” vs. “International Business Machines” vs. “Big Blue”).


( Different sources may have information at different degrees of granularity (e.g. organization vs. person) or have different approaches to decomposing the same complex object (leaders/followers, US operations/Foreign operations, military wing/political wing).


( Portions of the information may be missing, errorful, uncertain, outdated, ambiguous, or the result of deliberate deceit. 


( Information may be updated so frequently that it is not practical to recompute all results after each change.

These problems impact not just joins, of course, but all operations on databases: querying, view formation and maintenance, integrity, and so on.  Modern database research focuses on addressing these problems, but much remains to be done. 

Data mining: All of the problems listed for database joins impact data mining as well.   However, perhaps the most fundamental problem for data mining is that classic methods assume the data constitutes a sample of known vector-valued examples sampled from the same distribution.  In contrast, the information on which data mining is most needed takes the form of huge, richly linked networks of highly dependent, uncertain information.  Combining information from multiple sources greatly increases the quality of the relationships available to be discovered, but also greatly complicates that discovery. 

The following outlines priority research areas in synthesizing knowledge within and between information sources.  Given the important role of machine learning, there are of course many potential overlaps between these research areas and those for interpretation (Section III.). Similarly, we discuss inductive inference (data mining) of relationships here, but other closely related topics in inference are discussed in the section on understanding (Section V). 

IV.A. Priority Areas for Future Research

1. Learning and representation for probabilistic first-order relations.

Issues: Moving first-order learning beyond deterministic models and small databases. Moving probabilistic learning beyond propositional models.  

2. Design of learnable knowledge representations.

Issues: Designing structured representations able to both express complex concepts and still be learnable from data, with good theoretical or empirical learnability properties.

3. Data mining / learning while preserving privacy/security properties.

Issues: Protocols for sharing information.  Guarantees against revelation of certain information. 

4. Using background knowledge and user guidance in data mining. 

Issues: Learning approaches that effectively combine labeled data, unlabeled or indirectly/partially labeled data, domain knowledge, and user guidance in data mining.   (See also Items 1. and 3. in Section III.)  

5. Geospatial data integration.  

Issues: Automating integration of geospatial data from different sources, and with different types of data.  Representations for spatial relationships. 

6. Novelty detection.

Issues: Novelty detection across combined data types and sources.  Task-based definitions of novelty.   Identification of important novelties in an evolving situation. 

7. Ontology mapping.

Issues: Mapping concepts which do not match up one-to-one between ontologies.   

8. Record linkage.

Issues:  Linking noisy data.  Linking unstructured or semi-structured data.  Linking large numbers of databases. 

9. Automatic source and service composition. 

Issues: Composition of large numbers of sources. Automating composition of services. 

10. Probabilistic first-order reasoning and planning.

Issues: Scaling to domains which are both large and probabilistic/noisy.  Dealing with constraints, goals, and domain knowledge in  their natural (rather than hand-tailored) form.  Leveraging approaches from decision theory. 

11. Learning and reasoning with source validity and pedigree.

Issues: Automating data assessment. Scaling to large numbers of sources.  

12. Representations of active entities

Issues: New techniques to represent organizations and their members, systems, actions, missions, and their attributes.  Learning representations appropriate for sequential decision making.
V. Understanding: From Knowledge to Understanding 

The distinction between synthesis and understanding is arguably even less sharp than that between interpretation and synthesis.  But one boundary is between processes where it is conceivable (if not always desirable) that one could compute a complete and final output without knowledge of the task for which it will be used, and processes for which this is impractical or impossible on the face.  For instance, while it might be possible to run a record linkage algorithm to completion on a particular pair of large database tables, it will never be practical to pre-compute all possible logical inferences that can be drawn from that pair of tables under any substantial set of domain axioms.  Reasoning, planning, decision making, coordination, and other active processes discussed here are practical only when guided by and responsive to the needs of a particular task environment. 

Approaches at this level include logical and statistical inference, planning, and decision support.  This level also involves the closest connection with communities of human decision makers and automated effectors, and thus issues of human factors, social sciences, cooperative problem solving, robotics, and a host of other complexities must be considered.   Machine learning plays a role at this level as well, though here the emphasis is less on learning relationships, and more on using the learned relationships as inputs to inference and decision making. 

In contrast to interpretation and synthesis, it is hard to identify even simple problems at this level which researchers would consider to be essentially solved.   Classic problems such as propositional reasoning and planning in small, deterministic, fully modeled domains are still subjects of active research.  Nevertheless, the thrust of research in this area is and must be handling the challenges of richer environments: 

( Computing the optimal (or sometimes any) solution for most problems in this area is intractable in the worst case even for small amounts of data, much less the huge data sets faced in operational environments.   More top-down guidance is therefore critical at all levels from data gathering up to taking actions. 

( Many traditional reasoning and planning algorithms fail catastrophically if any input is incorrect or uncertain, but such data is the norm in operational environments.   Probabilistic algorithms may require complete and correct statistical information that is similarly unavailable.  Keeping up with constantly growing and changing knowledge bases is a problem for all current approaches. 

( The knowledge to support inference, the computational infrastructure to infer appropriate actions, and the effectors to carry out those actions are all geographically and organizationally distributed, with bandwidth concerns, sporadic network connectivity, and privacy/security needs limiting what can be shared between locations. 

( The distributed decisions made in different parts of a far-flung enterprise can have unexpected impacts on what happens elsewhere.  Decisions should be sufficiently coordinated to assure effective collective performance, without requiring a degree of global awareness and centralized decision making that prevents local systems from exploiting ephemeral opportunities.
( Data sources to be combined do not use common ontologies, and so inference engines cannot even assume that the same real world entities are described the same way in different sources. 

( The use of these systems in high stakes, real world environments requires closer coupling between automated and human processes, and better understanding and control of reasoning by users.   The ability to allocate portions of problems to automated systems or human experts as appropriate is also necessary. 

As in the other sections, it is important to stress that the separation between the research proposed here and in the other sections is by no means sharp.   Indeed some of the most interesting work at lower levels involves making more use of inference in interpretation and integration processes.  Further, meeting real-time constraints sometimes can be achieved only by “collapsing the pyramid” to tightly couple sensor input to action (much as in traditional analog control systems), blurring all levels together in a single design process. 

V.A. Priority Areas for Research 

1. Ontologies 

Issues: Coordination and alignment of multiple ontologies. Ontology sharing and reuse.  Communicating trust and reliability information.  Logic and inference.  Dynamic ontology maintenance.  Improving psychological validity of ontologies.  Unsupervised learning for structure and alignment.

2. Data acquisition for cognitive and organizational modeling

Issues:  Better methods for acquiring data on human behavior and cognition from simulated and operational environments.  Dealing with proprietary, distributed, and classified systems.  Privacy concerns. 

3. Formalization of human factors analysis techniques 

Issues: Automation or semi-automation of manually intensive approaches for analyzing organizations and person-machine systems (e.g. Vicente’s Cognitive Work Analysis). 

4. Leveraging qualitative and quantitative reasoners

Issues: Better qualitative representations.  Automatic choice between qualitative, quantitative, and mixed reasoners. Integration of their solutions.

5. Integrating multiple logics and reasoners

Issues:  Extending probabilistic inference and modeling to relational representations.   Integrating propositional and higher-order reasoning.   Choosing appropriate logic, representation, and reasoner for subproblems.  Managing complexity of reasoning chains.

6. Robust and flexible reasoning with uncertainty

Issues: Scalability and complexity.  Dynamic frame of discernment. Extracting model structure.  Heterogeneous granularity of sources.  Aggregation of multiple models.   Fusing different types of confidence measures. 

7. Coordination of semi-cooperative agents 

Issues: Discovering, negotiating, and resolving conflicts among agents.  Trust.  Modeling and learning social protocols.  Identification and use of plan synergies / shared goals.

8. Resource-bounded optimization

Issues: Communication-efficient coordination among competitive and cooperative agents.  "Anytime" approaches to team formation and coordination.  Constrained multi-agent Markov Decision Processes.

9. Scalability 

Issues: Design of hierarchical and other organizational structures to reduce complexity.  Studies of emergent behavior and dynamics in very large agent communities. Paradigms for highly  heterogeneous large-scale agent communities.

10. Adversarial reasoning 

Issues: Acquisition of richer models of uncertainty in adversary's behavior and intent. Learning in the context of information influenced by adversaries.  Nested agent models, supporting deception, that are nonetheless tractable (e.g., with graphical games).

11. Social Autonomy

Issues: Dynamic multiagent plan management. Balanced interagent commitments. Balancing social obligations with self-interested autonomy.  Strategic ignorance. 

12. Dynamic self-organization 

Issues: Efficient, decentralized discovery of common or complementary goals/plans between agent subsets. Dynamic aggregation of agents.  Collaborative construction of multiagent team plans and/or organizational roles. Graphical game models.

13. Continual distributed awareness

Issues: Multiagent modeling of information needs and potential impact. Value of information and multiagent MDP methods for communication decisions. Allocation methods for shared communication resources. 

14. Paradigms for learning in MAS 

Issues: Categorization of learning opportunities for MAS. Learning in non-stationary environments (where what an agent should learn changes as other agents learn). Learning of social protocols.  Multiagent belief revision methods and distributed credit assignment. Protocols for systematizing learning activity.  Evolutionary and/or learning methods in modeling of organization members, systems, missions.
15. User/system interaction

Issues: Establishing user trust in the application. Transparency. Translation between user-friendly and machine-friendly representations. 

16. Explanation Generation

Issues: Domain-specific natural language explanations.  Domain-specific, psychologically valid reasoning. Reasoning at appropriate level of granularity for the task or time frame.  Qualitative explanations of numerical (e.g. probabilistic) reasoning.

17. Supporting critical thinking

Issues: Formalization of qualitative models of critical thinking.

18. Identifying problem-appropriate metrics

Issues: Taxonomies of metrics. Validation of metrics. Archives of metrics.  Multidimensional evaluation. Efficiency/scalability metrics.

19. Model testing, validation, maintenance

Issues:  Support for end user model validation.  Empirical research to validate cognitive and organizational models.  Model performance tracking.

VI. Data Sets, Testbeds, and Other Resources 

A common theme that emerged in all workshop sessions was the importance of data sets and testbeds to research in this area.  Research in AI and related fields has become heavily empirical. Approaches are now routinely observed and evaluated on data sets and in testbeds of increasing size and realism. In addition, the capability of the systems themselves increasingly comes from machine learning applied to large amounts of data.  

Leaps of progress in AI and related fields have often directly resulted from the availability of new resources.  To take language processing as an example, the Reuters corpora led to the birth of text classification as a distinct research area in information retrieval, while the Penn Treebank had a major influence on several lines of research, including tagging and statistical parsing. TREC, MUC, and similar evaluations produced data sets and research approaches with large impacts.  Testbeds such as the RoboCup Soccer Simulator have had similar impacts on their fields. 

Data sets and testbeds also have a powerful multiplier effect on research progress.  A compelling, freely available data set may motivate hundreds of separate research studies, most by researchers with no connection (funding or otherwise) to the original producers of the data set.   Particularly in areas where it is difficult to identify in advance the most promising technologies, the resulting breadth of voluntary effort can be crucial.  

The ongoing availability of new data sets is also crucial in overcoming “path of least resistance” tendencies, where both new and old researchers are drawn to pursuing in ever greater detail the same problems.  The TREC experience has been particularly striking here, where changes in the evaluation from year to year have motivated researchers to take on new information retrieval tasks, including cross-language retrieval, multimedia retrieval (noisy text, speech, video), filtering, and question answering.

Despite these compelling benefits, the availability of data sets and testbeds is far less than needed.  Creating these resources requires substantial funding and effort. It often requires drawing on expertise from diverse fields, including library science (for finding, selecting, and managing data sets), psychology and interface design (for labeling data), law (for intellectual property issues), information technology (for designing efficient storage and access means), and others, as well as the research area that the resource will support.   

Further, much of the work in creating these resources is not itself research, but engineering, system maintenance, and negotiation.  With a few visionary exceptions, this has made it difficult to obtain research funding for creation of resources.  Attempts to fund resources through infrastructure grants, on the other hand, often lose out to more traditional needs such as buildings and computer hardware.  Researchers are hesitant to take on the task of resource creation, both due to funding uncertainties, and due to questions about the prestige of this work relative to that of traditional research and publication.  Businesses which are government research grant recipients have often lacked the financial and contractual incentives to make high quality software tools, even those funded by basic research grants, broadly available to other researchers.  Even when resources are produced, cost recovery schemes have often made them effectively unaffordable to the broad research community.

There are, of course, dangers to establishing shared resources.  A poorly chosen data set or testbed can lead a community to focus on irrelevant or peripheral problems Competition to demonstrate high performance on test problems can lead to premature narrowing of the research focus for the community.  Achieving high performance may depend more on exploiting the idiosyncrasies of the data set or testbed, rather than regularities in the real problem it was intended to emulate.   These issues must be acknowledged when testbeds are created, and monitored as they are used.

On balance, however, support for the creation of freely available, sharable resources is likely to do more to move forward AI research in areas of interest to the Air Force than any other single action.

V.A.  Types of Data Sets and Resources

The types of resources that are most valuable vary across fields.   In supporting research on interpretation systems, and machine learning in general, it is sometimes possible to label a data set with the single or small number of desired interpretations of the data.  This is the most common approach, and provides the highest leverage in terms of minimizing ongoing costs for both the resource creator and users.

In other cases, even for conceptually simple input/output tasks, it is simply not possible to prelabel a data set with all correct or reasonable outputs.  Machine translation and summarization are two examples from language processing, but these problems are likely to increasingly arise as all manner of systems attempt more uncertain, subjective tasks.  Creative workarounds have sometimes enabled static data sets to be used for such tasks.  In other cases, an approach where participants submit outputs for judging by subject matter experts, or where systems compete at some task, is necessary.  In some situations, the choice of the proper domain may allow local labor (e.g. students) to do some of the labeling/judging.

In still other areas, software tools or platforms, knowledge bases, sanitized versions of real world data sets, and other common resources may be the most powerful motivators of research advances.

To give just two brief examples, here are resources that would provide immense value in moving forward AI’s ability to impact operational environments: 


1. A web-scale document collection with on the order of 100 million to 1 billion documents and associated logs of user searches and (partial!) labeling for relevance, background information on users, etc.  The need for this collection and strategies for its production are discussed in the report Challenges for Information Retrieval and Language Modeling:  Report of a Workshop Held at the Center for Intelligent Information Retrieval, University of Massachusetts, Amherst, September 2002 (available at http://ciir.cs.umass.edu/irchallenges/) 


2.  A data set containing large amounts of data, of as many types and in as many media (text, photos, video, recordings, email, chat, scanned documents, drawings, etc.) as possible, on the actions, meetings, travel, and so of some group of people pursuing known goals.  Manual annotation of the data with ground truth for some subset of locations of actors, goals achieved, etc. would also be highly desirable, though the domain should be chosen so that researchers are able to do such labeling themselves.  Such a data set would be immensely valuable not only for the obvious lines of research in tools for intelligence gathering, but in general for work on reasoning, planning, and modeling of agents in dynamic, distributed environments.

Many other examples could be specified, particularly testbeds that enables the simulation of, or sampling from, real world distributed, dynamic, uncertain environments. 
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